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Abstract

1. Introduction
1.1. Aim of the Project
Inspired by the 2008 Netflix challenge, this report is an implementation of machine learning algorithms to
tackle the same task that was designated to participants in the Netflix challenge. The primary aim of this
project will be developing a model that predicts the rating of a given movie using the dataset Movielens. To
assess our model, we will calculate the root mean squared error (RMSE) to calculate error. For a set of N
movie ratings yu,i that are given to a movie i by the user u, the RMSE of the dataset is√

1
N

∑
u,i

( ˆyu,i − yu,i)2

Through this report, we will construct multiple models to predict the ratings, and the model with the lowest
RMSE will be used.

1.2. Exploring the Dataset
The dataset Movielens has been partitioned into a subset of the training set, which contains a total of 10677
movies, and the validation set. Examining the training set, the first few rows are as below. An unique ID is
assigned to the movie and the user, and information such as rating, genres, and the title are displayed in the
dataset.

## userId movieId rating timestamp title
## 1: 1 122 5 838985046 Boomerang (1992)
## 2: 1 185 5 838983525 Net, The (1995)
## 3: 1 292 5 838983421 Outbreak (1995)
## 4: 1 316 5 838983392 Stargate (1994)
## 5: 1 329 5 838983392 Star Trek: Generations (1994)
## 6: 1 355 5 838984474 Flintstones, The (1994)
## genres
## 1: Comedy|Romance
## 2: Action|Crime|Thriller
## 3: Action|Drama|Sci-Fi|Thriller
## 4: Action|Adventure|Sci-Fi
## 5: Action|Adventure|Drama|Sci-Fi
## 6: Children|Comedy|Fantasy

Through basic exploratory analysis, we were able to analyze the data in regards to two groups that are
integral in writing this report: 1. The Users
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Using the code below, we were able to see how much each user’s average rating deviated from the mean of
the entire dataset’s ratings. While most had a value around 0, some with very harsh standards even had a
deviation of -3. While those who tended to give higher ratings than the average were around 0 or 1, whereas
those who tended to give lower ratings went much further.
mu <- mean(edx$rating)
movie_avgs <- edx %>%

group_by(userId) %>%
summarize(b_i = mean(rating - mu))

## `summarise()` ungrouping output (override with `.groups` argument)
movie_avgs %>% qplot(b_i, geom ="histogram", bins = 10, data = ., color = I("black")) +

xlab("Deviation of each User from the Mean") + ylab("Number of Users")
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In addition, it could also be discovered that a few individuals made most of the ratings, with most leaving 10
to 100 ratings.
edx %>%

dplyr::count(userId) %>%
ggplot(aes(n)) +
geom_histogram(bins = 30, color = "black") +
scale_x_log10() +
ggtitle("Number of Users per Number of Ratings") +
xlab("Number of Ratings") + ylab("Number of Users")

2



0

2000

4000

6000

10 100 1000
Number of Ratings

N
um

be
r 

of
 U

se
rs

Number of Users per Number of Ratings

2. The Movies

The ratings that movies received ranged from -3 to 2 from the average rating of all movies. While most were
concentrated around 1 to -1, some were distributed even to -3, and the distribution was skewed more towards
the negative side.
mu <- mean(edx$rating)
movie_avgs <- edx %>%

group_by(movieId) %>%
summarize(b_i = mean(rating - mu))

## `summarise()` ungrouping output (override with `.groups` argument)
movie_avgs %>% qplot(b_i, geom ="histogram", bins = 10, data = ., color = I("black")) +

ggtitle("Number of Ratings for Deviation") +
xlab("Deviation of each Movie's Average Rating from the Mean") +
ylab("Number of Ratings")
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2. Methodology
2.1. Naive Mean Model
The first approach, the Naive Mean model is a simple model in which we assume that all movies have the
same rating, which is the mean of all ratings in the training set. Thus, the predicted rating ˆYu,i is

ˆYu,i = µ+ εu,i

where µ is the mean of the ratings yu,i in the training set and εu,i is the error, as the code in Appendix 1.

2.2. Movie effect Model
However, the Naive Mean Model is a huge generalization of the 17,000 movies in the dataset. Instead, we
utilize a key fact we discovered in 1.2., which is that some movies tend to have higher ratings than other
movies. Popularity or artistic value are factors that account for some films having higher ratings in general,
and hence we can define a new variable bi to denote the “bias” for each movie i. Then, the prediction for ˆYu,i

would be
ˆYu,i = µ+ bi + εu,i

, as in Appendix 2. However, note that because of our large dataset, this linear regression model would take
very long to compute. Therefore, we will utilize an estimate of bi. If we subtract µ from the rating yu,i, the
rating would’ve been mostly affected by bi. In other words,

b̂i = 1
ni

ni∑
u=1

(yu,i − µ)
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2.3. Movie and User effect Model
In addition to the third parameter bi we defined in 2.2, we can also utilize the fact that some users are
harsher in their ratings whereas some tend to be more lenient, which we discovered in 1.2. To account for
this difference, we include an additional parameter, the user-specific effect bu. The model is hence now

ˆYu,i = µ+ bi + bu + εu,i

, as in Appendix 3.

Again, a linear regression with bu as the parameters would be inefficient and slow. We must derive an
estimation for the values of bu once again, but note that we have already obtained an estimate of bi in 2.2.
If we would subtract µ and bi from the ratings that user u has given, the result would be a value mainly
affected by the user-specific effect bu. Hence, we can obtain b̂u by averaging the

b̂u = 1
ru

ru∑
i=1

(yu,i − µ− bi)

where ru is the number of ratings given by user u in the training set.

2.4. Regularized Movie effect Model
However, a key limitation of the models discussed in 2.2 and 2.3 is that both models cannot account for the
number of ratings themselves. For instance, the movies with the largest or smallest bi tend to be obscure
movies, as the tables below.

## `summarise()` ungrouping output (override with `.groups` argument)

title b_i
Hellhounds on My Trail (1999) 1.487535
Satan’s Tango (Sátántangó) (1994) 1.487535
Shadows of Forgotten Ancestors (1964) 1.487535
Fighting Elegy (Kenka erejii) (1966) 1.487535
Sun Alley (Sonnenallee) (1999) 1.487535
Blue Light, The (Das Blaue Licht) (1932) 1.487535
Who’s Singin’ Over There? (a.k.a. Who Sings Over There) (Ko to tamo peva) (1980) 1.237535
Human Condition II, The (Ningen no joken II) (1959) 1.237535
Human Condition III, The (Ningen no joken III) (1961) 1.237535
Constantine’s Sword (2007) 1.237535

## `summarise()` ungrouping output (override with `.groups` argument)

title b_i
Besotted (2001) -3.012465
Hi-Line, The (1999) -3.012465
Accused (Anklaget) (2005) -3.012465
Confessions of a Superhero (2007) -3.012465
War of the Worlds 2: The Next Wave (2008) -3.012465
SuperBabies: Baby Geniuses 2 (2004) -2.717822
Hip Hop Witch, Da (2000) -2.691037
Disaster Movie (2008) -2.653090
From Justin to Kelly (2003) -2.610455
Criminals (1996) -2.512465
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Because we calculated the mean of the differences between yu,i and µ, movies that have only a couple of very
high or very low reviews were considered to have the largest or smallest bi values. In other words, movies
with a very small number of reviews were disproportionately overrated or underrated.

To account for this factor, we introduce regularization to penalize the large estimates that are caused due to
very small sample sizes. We will add a penalty term to the mean squared error, and attempt to minimize
that value. Because both positive and negative errors in the estimation of bi undermine the accuracy of our
model, we will add the penalty term and obtain the equation

1
N

∑
u,i

(yu,i − µ− bi)2 + λ
∑

i

b2
i

Note that a λ has been added as a tuning parameter. We can differentiate the equation above to get the
expression for bi that minimizes the equation above, which will be

b̂i(λ) = 1
λ+ ni

ni∑
u=1

(yu,i − µ)

With the code in Appendix 4, we can cross-validate and find the optimal value of λ = 2.4, as in Fig 1.

Figure 1: RMSE for Lambda values in Regularized Movie effect Model

2.5. Regularized Movie and User effect Model (RMUM)
To further improve the accuracy of the model introduced in 2.4, we can include the parameter bu in the
regularization. Just as movies with only a couple of very high or low reviews were overrated or underrated,
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the same would apply for users. Adding the additional parameter would give us the equation

1
N

∑
u,i

(yu,i − µ− bi − bu)2 + λ(
∑

i

b2
i +

∑
u

b2
u)

to minimize.

With the code in Appendix 5, we can cross-validate and find the optimal value of λ = 5.2, as in Fig 2.

Figure 2: RMSE for Lambda values in RMUM

2.6. RMUM with Different Parameters
While 2.4 and 2.5 uses the same λ for bi and bu, this model modifies the penalty term to account for the
different impacts that the variability of bi and bu has on the prediction. Hence, we will minimize

1
N

∑
u,i

(yu,i − µ− bi − bu)2 + λ
∑

i

b2
i + Γ

∑
u

b2
u

We can set either λ or Γ as a fixed value and optimize the other parameter. If we fix λ, we can obtain
λ = 2.4 in 2.4 Regularized Movie effect Model, thus we can use the value to find an optimal value for Γ as
in Appendix 6.1. If we fix Γ, we can use the opposite method. Again, using cross-validation, we can obtain
λ = 2.4 and Γ = 5.2 as the optimal scenario.

3. Results and Discussion
Applying each of the models, we get RMSE values as the following table.
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The Regularized Movie and User effect Model with different parameters was the most effective, giving us the
smallest RMSE when λ = 2.4 and Γ = 5.2. However, it must be noted that multiple improvements can be
made as factors such as genre and the preferences of individuals have an influence on the ratings as well.

Another interesting finding was that the regularized movie effect model had a higher RMSE than expected.
Hence, regularization may not play a distinctive effect as the user effect when improving the accuracy of
predictions, or the user effect might be distinctive. Matrix factorization methods such as SVD and PCA may
improve the accuracy even more.

4. Conclusion
Overall, we were able to obtain a RMSE of 0.8648449 using regularization.

5. Appendix

naive_mean <- RMSE(validation$rating, mu)

Appendix 1. Naive Mean Model
movie_avgs <- edx %>%

group_by(movieId) %>%
summarize(b_i = mean(rating - mu))

predicted_ratings <- mu + validation %>%
left_join(movie_avgs, by='movieId') %>%
.$b_i

movie_effect <- RMSE(predicted_ratings, validation$rating)

Appendix 2. Movie effect Model
movie_avgs <- edx %>%

group_by(movieId) %>%
summarize(b_i = mean(rating - mu))

user_avgs <- edx %>%
left_join(movie_avgs, by='movieId') %>%
group_by(userId) %>%
summarize(b_u = mean(rating - mu - b_i))

predicted_ratings <- edx %>%
left_join(movie_avgs, by='movieId') %>%
> left_join(user_avgs, by='userId') %>%
mutate(pred = mu + b_i + b_u) %>%
.$pred

mue_model <- RMSE(predicted_ratings, test_set$rating)

Appendix 3. Movie and User effect Model
lambdas <- seq(0, 10, 3)
RME <- sapply(lambdas, function(l){

mu <- mean(edx$rating)
b_i <- edx %>% group_by(movieId) %>%

summarize(b_i = sum(rating-mu)/(n()+l))
y_hat <- validation %>%

left_join(b_i, by="movieId") %>%
mutate(y_hat = mu+b_i) %>% .$y_hat
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return(RMSE(y_hat, validation$rating))
})

Appendix 4. Regularized Movie effect Model
lambdas <- seq(0, 10, 3)
RMUE <- sapply(lambdas, function(l){

mu <- mean(edx$rating)
b_i <- edx %>% group_by(movieId) %>%

summarize(b_i = sum(rating-mu)/(n()+l))
b_u <- edx %>% left_join(b_i, by="movieId") %>%

group_by(userId) %>%
summarize(b_u = sum(rating-b_i-mu)/(n()+l))

y_hat <- validation %>% left_join(b_i, by="movieId") %>%
left_join(b_u, by="userId") %>%
mutate(y_hat = mu+b_i+b_u) %>% .$y_hat

return(RMSE(y_hat, validation$rating))
})

Appendix 5. Regularized Movie and User effect Model
lambdas <- seq(0, 10, 3)
l_i <- 2.4
RMUE <- sapply(lambdas, function(l){

mu <- mean(edx$rating)

b_i <- edx %>% group_by(movieId) %>%
summarize(b_i = sum(rating-mu)/(n()+l_i))

b_u <- edx %>% left_join(b_i, by="movieId") %>%
group_by(userId) %>%
summarize(b_u = sum(rating-b_i-mu)/(n()+l))

y_hat <- validation %>% left_join(b_i, by="movieId") %>%
left_join(b_u, by="userId") %>%
mutate(y_hat = mu+b_i+b_u) %>% .$y_hat

return(RMSE(y_hat, validation$rating))
})

Appendix 6. RMUM with Different Parameters
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